IEEE TRANSACTIONS ON COMPUTERS,

VOL. 56, NO. 4,

APRIL 2007

1

Formal Verification of Simulation Traces
Using Computation Slicing
Alper Sen, Member, IEEE, and Vijay K. Garg, Fellow, IEEE
Abstract—Concurrent and distributed systems, such as System-on-Chips (SoCs), present an immense challenge for verification due
to their complexity and inherent concurrency. Traditional approaches for eliminating errors in concurrent and distributed systems
include formal methods and simulation. We present an approach toward combining formal methods and simulation in a technique
called Predicate Detection (aka Runtime Verification), while avoiding the complexity of formal methods and the pitfalls of ad hoc
simulation. Our technique enables efficient formal verification on execution traces of actual scalable systems. Traditional simulation
methodologies are woefully inadequate in the presence of concurrency and subtle synchronization. The bug in the system may appear
only when the ordering of concurrent events is different from the ordering in the simulation trace. We use a Partial Order Trace Model
rather than the traditional total order trace model and we get the benefit of properly dealing with concurrent events and especially of
detecting errors from analyzing successful total order traces. Surprisingly, checking properties, even on a finite partial order trace, is
NP-complete in the size of the trace description (aka state-explosion problem). Our approach to ameliorating state explosion in partial
order trace model uses two techniques: 1) slicing and 2) exploiting the structure of the property itself—by imposing restrictions—to
evaluate its value efficiently for a given execution trace. Intuitively, the slice of a trace with respect to a property is a subtrace that
contains all of the global states of the trace that satisfy the property such that it is computed efficiently (without traversing the state
space) and represented concisely (without explicit representation of individual states). We present temporal slicing algorithms with
respect to properties in temporal logic RCTL+. We show how to use the slicing algorithms for efficient predicate detection of design
properties. We have developed a prototype system, Partial Order Trace Analyzer (POTA), which implements our algorithms. We verify
several scalable and industrial protocols, including CORBA’s General Inter-ORB Protocol, PCI-based System-on-Chip, ISO’s
Asynchronous Transfer Mode Ring, cache coherence, and mutual exclusion. Our experimental results indicate that slicing can lead to
exponential reduction over existing techniques, such as the ones in SPIN model checker, both in time and space.
Index Terms—Simulation, formal verification, runtime verification, temporal logic, partial order, lattice theory.
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INTRODUCTION

M

concurrent and distributed systems often
consist of individual IP blocks connected in meaningful arrangements carried out independently as well as
cooperative objectives. Such systems (e.g., System-on-Chips
(SoCs)) are gradually becoming more and more diverse and
complicated. Their enormous potential for reusing IP makes
them economically viable solutions to many products in the
market today. However, the design of an SoC system can be
very large and complex; therefore, verification is a difficult
but important problem.
SoC systems are made up of processes that run concurrently. It is well known that getting systems with concurrency
to work correctly under various inputs is quite difficult. The
bugs due to faulty synchronization may show up unpredictably and under rare circumstances. An unexpected order of
signals may also lead to subtle bugs in the system. How do we
make our systems more reliable in the face of the complexity
introduced due to concurrency?
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Because SoCs have a large number of components, a
formal proof of correctness (manual or automatic) is
generally unfeasible. Therefore, one requires extensive
simulation for verification of these systems. In this paper,
we combine simulation and formal methods in a technique
called Predicate Detection (aka Runtime Verification, Assertion-Based Verification, Simulation Trace Verification).
Predicate Detection refers to checking whether a simulation
trace of a system satisfies properties (predicates, assertions)
given in a formal specification language such as branching
temporal logic CTL [1]. Unfortunately, since simulation is
directly applied to actual programs (designs) with a huge or
infinite number of states, it is impossible or impractical to
check all of the executions of a program in a systematic way.
Therefore, simulation is not as exhaustive as formal
methods, though it does not suffer from complexity
problems like model checking and theorem proving [1],
[2]. We tackle the scalability problem in simulation by a
technique that can potentially cover an exponentially
greater number of states than traditional simulation can.
Traditional simulation trace verification methodologies
are woefully inadequate in the presence of concurrency and
subtle synchronization. The bug in the system may only
appear when the delay in synchronization is different from
the delay in the simulation trace (which was verified using
assertions). In this paper, we present a methodology that
uses Partial Order Simulation Traces instead of the traditional
total order simulation traces. A partial order is a more
faithful representation of concurrency [3], that is, only the
Published by the IEEE Computer Society
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events that have a causal dependency are ordered, e.g., the
send of a message and the receive of that message, whereas,
in a total order, even concurrent events are artificially
ordered. A partial order encodes a possibly exponential
number of total orders, therefore we can analyze exponentially more traditional traces. Our approach will uncover
even those bugs in a given total order simulation trace that
will show up only with different ordering of concurrent
events. We will later illustrate this with an example. All of
these advantages translate into increased scalability in
terms of simulation and bug detection.
Our predicate detector takes a partial order trace and a
set of CTL predicates to detect their satisfaction or violation.
We know that, given a program (design) as input, model
checking suffers from the state explosion problem. Surprisingly, the state explosion problem still exists when given a
partial order execution trace as input. Given a partial order
trace generated by n processes (or threads) with k events on
each process, the possible number of global states can be as
high as Oðkn Þ, where a global state is comprised of
n components. This is the state explosion problem in the
partial order trace model. A variety of strategies for
ameliorating the state explosion problem in predicate
detection for partial order traces, including symbolic
representation of states and partial order reduction, have
been explored [4], [5], [6], [7], [8].
Our approach to ameliorating state explosion in the
partial order trace model uses two techniques: 1) slicing and
2) exploiting the structure of the predicate itself—by
imposing restrictions—to evaluate its value efficiently for
a given execution trace.
Computation slicing was introduced in [9], [10], [11], [12]
as an abstraction technique for analyzing traces of distributed programs. Intuitively, a slice of a trace with respect
to a specification p is a subtrace that contains all the states of
the trace that satisfy p. Note that the set of states that satisfy
p may be large, so one could not simply enumerate all of the
states efficiently either in space or time. A slice contains all
of the states that satisfy p such that it is computed efficiently
(without traversing the state space) and represented
concisely (without explicit representation of individual
states). Other state space reduction techniques for reducing
the time and/or space complexity, such as partial order
reduction, BDD and SAT-based model checking [4], [5], [6],
[7], [8], are orthogonal to slicing and, as such, can be used in
conjunction with slicing. While techniques such as partial
order reduction, BDD, and SAT-based model checking rely
on state space traversal, with slicing technique, the state
space is never traversed (or built); rather, our algorithms
work on the trace itself. Computing the slice for an arbitrary
predicate is known to be intractable in general [10].
However, by exploiting the structure of the predicate,
polynomial-time algorithms have been developed for
nontemporal regular and linear predicates [9], [10], [13].
The regularity of a predicate plays an important role in
developing efficient slicing and predicate detection algorithms. To that effect, we extend the class of regular
predicates to temporal predicates. Then, we use these
results to compute the slice efficiently for many more
classes of nontemporal and temporal predicates. These
nontemporal predicates include stable, costable, observerindependent, relational, and colinear predicates and the
temporal predicates include subsets of temporal logic CTL,
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called RCTL and RCTL+. We use our slicing algorithms in
obtaining efficient (polynomial-time) temporal predicate
detection algorithms. This is obtained by checking whether
the initial state of the trace is a state of the slice of the trace
with respect to the given predicate since predicate detection
(similarly to model checking) checks whether the initial
state of a system satisfies the predicate. To the best of our
knowledge, such efficient algorithms did not exist before.
Our subset of temporal logic effectively models the safety
and liveness properties that a concurrent and distributed
system needs to satisfy. Upon using the combination of
slicing and predicate restriction, we alleviate an exponential
problem into a polynomial one.
We validate the effectiveness of our algorithms with
experimental studies. For this purpose, we implemented a
prototype system called Partial Order Trace Analyzer
(POTA). The tool consists of three main modules: analyzer,
translator, and instrumentor. We have implemented predicate detection algorithms in the analyzer module. The
translator module translates traces into the input language
of the SPIN model checker and enables us to compare
POTA with the partial order reduction techniques of SPIN
[14]. Since we are working with systems which exhibit a lot
of concurrency, partial order reduction techniques can take
advantage of these properties of programs. The instrumentation module generates an instrumented version of the
input program such that, when run, every process outputs
“relevant” events in terms of the predicate in question.
Our experimental results demonstrate that computation
slicing and predicate restriction are very effective abstraction techniques for analyzing partial order traces. For this
purpose, we generated traces of several scalable protocols.
These protocols include the CORBA General Inter-ORB
Protocol (GIOP), the Asynchronous Transfer Mode Ring
(ATMR), and the MSI cache coherence protocol. We
generated traces of these protocols with up to 250 processes
(nodes or threads) and verified them using several properties. In almost all cases, we obtained more than three orders
of magnitude speed-up compared to SPIN. Furthermore,
SPIN could not find the inserted bugs which were found by
POTA due to running out of memory.
Predicate Detection tools are most useful in increasing
understanding of program behavior and finding bugs
rather than proving programs correct. Therefore, POTA
joins the arsenal of automatic verification tools but does not
replace them.
In summary, we develop Predicate Detection algorithms
with the following three major characteristics: 1) using
Partial Order Simulation Traces to exploit concurrency,
2) using both computation slicing, and 3) predicate
restriction to alleviate the state explosion problem. To that
effect, we
a.
b.
c.

d.

formally prove that a subset of temporal predicates
in CTL is regular,
present algorithms and their proof of correctness for
slicing nontemporal and temporal predicates,
present a systematic approach of how predicate
detection using slicing can be used for debugging
concurrent and distributed systems, and
provide experimental results showing the effectiveness of our technique on designs with a very large
number of concurrent components.
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This result shows that our approach can find concurrency
bugs that are otherwise not found in a successful total order
trace-based verification. In particular, we show that there
exists a way of running the actual program where mutual
exclusion is violated. We will later demonstrate how we can
obtain a partial order trace from a system execution.

2

Fig. 1. (a) A total order trace, (b) the corresponding partial order trace,
and (c) a total order trace generated from the partial order trace.

1.1 Example Simulation Trace
We now depict how our approach will uncover even those
bugs in traditional total order simulation traces that will
show up only with different orderings of concurrent events.
In Fig. 1a, a total order trace generated by a program with
two processes is depicted. The events on process P1 are
generated in the order e0 , e1 , e2 , and e3 and the events on
process P2 are generated in the order f0 , f1 , f2 , and f3 . Each
event is also labeled by variables CS1 or CS2 if the
corresponding process is in the critical section; otherwise,
it is not in the critical section. For example, P2 enters the
critical section at event f1 . Let f1 be the send of a message
from P2 and e1 be the receive of that message by P1 . The
partial order trace corresponding to the total order trace in
Fig. 1a is depicted in Fig. 1b. Observe that the only
dependencies in the partial order trace are the order of
events on each process and the message send/receive
dependencies. Suppose the specification is the mutual
exclusion property which requires that there is no global
state where two processes are in the critical section at the
same time. In other words, we are interested in checking
whether the predicate CS1 ^ CS2 holds, in which case there
is a violation. The state of a system, referred to as a global
state, is given by the set of events that have been executed so
far (on all processes). A specification is evaluated with
respect to the values of variables from those events in a
global state that occur last in process order. For example,
fe2 ; e1 ; e0 ; f2 ; f1 ; f0 g is a global state of traces in Fig. 1a and
Fig. 1c and, when CS1 ^ CS2 is evaluated with respect to the
values of variables last in the process order, which are e2
(CS1 is true), and f2 (CS2 is false), we have that CS1 ^ CS2
evaluates to false. Observe that the specification is not
violated for the total order trace in Fig. 1a. This is because,
when P1 is in its critical section at event e2 (that is, CS1 is
true), the global state is fe2 ; e1 ; e0 ; f2 ; f1 ; f0 g, where CS2 is
false for P2 at event f2 . From the partial order trace, we
observe that events e2 and f2 can be executed in either order
since there is no dependency between these concurrent
events. If the ordering of concurrent events was such that e2
had been executed before f2 , then we would have caught
the bug. We depict the new trace that is obtained from the
partial order trace and that violates the specification in
Fig. 1c. This is because, when P1 is in its critical section at
event e2 (CS1 is true), the global state of the new trace is
fe2 ; e1 ; e0 ; f1 ; f0 g, where CS2 is also true for P2 at event f1 .

SIMULATION TRACE MODEL

We assume a system consisting of processes denoted by
P1 ; . . . ; Pn . Examples of processes are a node sitting on a PCI
bus, a cache in a coherence protocol, or a thread in a program.
Processes execute events. Events on the same process are
totally ordered. However, events on different processes are
only partially ordered. In order to deal with traces and slices
uniformly, we relax the partial order restriction on the set of
events and use directed graphs. We assume the presence of
fictitious initial and final events on each process. The initial
event on process Pi , denoted by ?i , occurs before any other
event on Pi . Likewise, the final event on process Pi , denoted
by >i , occurs after all other events on Pi . We assume the set of
initial and final events belongs to the same strongly connected
component. For convenience, let ? and > denote the set of all
initial events and final events, respectively. The first event ?
initializes the state of each process. Let procðeÞ denote the
process on which event e occurs. The predecessor and
successor events of e on procðeÞ are denoted by predðeÞ and
succðeÞ, respectively, if they exist. We denote the order of
P
events on processes by ! , which is referred to as process
Pi
P
order. The projection of ! on process i is denoted by ! .
P
P
The reflexive closure of ! is represented by !.
Example. Fig. 2a and Fig. 2c have equivalent representations of a system execution with two processes, P1 and
P2 , with integer variables x and y, respectively. The local
computations of each process advance from left to right,
as shown in the figure. The events are represented by
circles and the order relation is represented by arrows.
The local computation of P1 is given by the sequence
P1
!¼ ?1 e1 e2 e3 >1 . The event f1 is a send event, the event e1 is
a receive event, and the event e2 is an internal event. Each
event is labeled with the value of the respective variable
immediately after the event is executed. For example, the
value of x immediately after executing e1 is 2.
Given a directed graph G, let VðGÞ and AðGÞ denote the
set of vertices and edges, respectively. We define a consistent
global state (reachable global state, consistent cut) on
directed graphs as a subset of vertices such that, if the
subset contains a vertex, then it contains all its incoming
neighbors. Formally, C is a consistent global state of G, if,
8e, f 2 VðGÞ : ðe; fÞ 2 AðGÞ ^ ðf 2 CÞ ) ðe 2 CÞ. For example, C ¼ fe3 ; e2 ; e1 ; f2 ; f1 ; ?g is a consistent global state of
Fig. 2a, but fe1 ; ?g is not a consistent global state. Only the
frontier of the global states is displayed in the figures, where
the frontier is composed of events in a global state that
occur last in process order. For example, global state C is
denoted by C ¼ fe3 ; f2 g in Fig. 2b. We denote the set of
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Fig. 2. (a) An execution trace, (b) its lattice corresponding to nontrivial consistent cuts, and (c) another representation of the computation in (a),
including vector clocks, (d) its slice with respect to ð2  x  4Þ ^ ðy 6¼ 2Þ.

consistent global states of a directed graph G by CðGÞ,
which forms a distributive lattice under the subset relation
ðÞ [10]. Observe that the empty set ; and the set of vertices
VðGÞ trivially belong to CðGÞ and we call them trivial
consistent cuts. In the rest of the paper, unless otherwise
stated, a global state or simply a state refers to a nontrivial
consistent global state. A lattice is a partially ordered set
where the least upper bound (join or set union) and the
greatest lower bound (meet or set intersection) exist for each
pair of elements. A lattice is distributive if its meet operator
distributes over its join operator. A sublattice is a subset of a
lattice where the subset is closed under meet and join
operators. For example, Fig. 2b is a distributive lattice of
consistent global states and the set of consistent global
states, fe1 ; f2 g, fe1 ; f3 g, fe2 ; f2 g, fe2 ; f3 g, forms a sublattice of
it. However, the set fe1 ; f2 g, fe1 ; f3 g, fe2 ; f2 g does not form a
sublattice since the union of fe1 ; f3 g and fe2 ; f2 g (which is
fe2 ; f3 g) is missing from the set.
We model an execution trace (or a computation) as a
directed graph, denoted by hE; !i, with vertices as the set
of events E and edges as ! . We use event and vertex
interchangeably. To limit our attention to only those
consistent global states that can actually occur during an
execution, we assume that the paths in hE; !i contain at
least the partial order relation.
We say that an event e is enabled at a consistent cut C
if there exists g 2 frontierðCÞ such that e ¼ succðgÞ and
C [ feg is a consistent cut. We say that a cut (state) D is
reachable from a cut C if C  D, e.g., fe0 ; f3 g is reachable
from fe0 ; f2 g. We define the successor of a cut by a
relation .  CðGÞ  CðGÞ such that C . D if and only if
D ¼ C [ feg, where e is the set of vertices in a strongly
connected component in G ¼ hE; !i and feg \ C ¼ ;. We
denote the reflexive closure of this relation by .. A fullpath

C0 ; C1 ; . . . ; Ck ¼ E of the distributive lattice ðCðGÞ; Þ satisfies that, for each 0  i < k, Ci . Ciþ1 . We use E to denote
the final consistent cut. We will use the notation jj to
denote the length of the fullpath  and the notation i to
denote the consistent cut Ci of fullpath , provided i < jj.
An observation (interleaving, total order) of a computation
is a fullpath that starts from the initial consistent cut,
0 ¼ f?g. Note that an observation is similar to a linearization of a partial order and there are possibly an exponential
number of observations of a computation.

2.1 Generating Partial Order Traces
A partial order relation known as Lamport’s happenedbefore relation [3] has been used for modeling message
passing system traces. Lamport’s happened-before relation is
defined as the smallest transitive relation satisfying the
following properties: 1) If events e and f occur on the same
process and e occurred before f in real time, then e
happened-before f, and 2) if events e and f correspond to
the send and receive, respectively, of a message, then e
happened-before f.
We use a mechanism known as vector clocks to represent
the partial order relation (the happened-before relation)
described above. A vector clock assigns timestamps to
events such that the partial order relation between events
can be determined by using the timestamps.
Definition 2.1 (vector clock). Given a computation G on
n processes, a vector clock v is a map from VðGÞ to
n
N
(vectors of natural numbers) such that 8e,
f 2 VðGÞ : ðe; fÞ 2 AðGÞ () e:v  f:v, where e:v is the
vector assigned to the element e.
For example, given an n process message passing
program, for every process j, we assign a vector clock of
size n, denoted by vj . Initially, vj ½i ¼ 0, for i 6¼ j, and
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vj ½j ¼ 1. A process increments its own component of the
vector clock after each event. It also includes a copy of its
vector clock in every outgoing message. On receiving a
message, it updates its vector clock by taking a componentwise maximum with the vector clock included in the
message. A sample execution of the vector clock algorithm
is given in Fig. 2c, where the tuples in brackets represent the
vector clocks. Vector clock algorithms for shared memory
systems also exist [15].

3

PREDICATE CLASSES
DETECTION

AND

PREDICATE

Many specifications of concurrent and distributed systems
are temporal in nature because we are interested in
properties related to the sequence of states during an
execution rather than just the initial and final states. We can
specify both the safety and liveness properties of a system
using temporal logic. A safety property specifies that
something bad will never happen, whereas a liveness
property specifies that something good will eventually
happen. For example, the safety property in a mutual
exclusion algorithm, “no two processes are in the critical
state at the same time,” is a temporal property, as is the
liveness property in the dining philosophers protocol, “a
philosopher, whenever he gets hungry, eventually gets to
eat.” With the use of temporal logic, we can unambiguously
describe the properties of a program and also express the
properties that cannot be expressed in traditional simulation techniques.

3.1 CTL for Finite Execution Traces
We will define the syntax and semantics of the well-known
temporal logic CTL for finite execution traces and for some
temporal operators. The logics considered here, namely,
RCTL+ and RCTL, are sublogics of CTL and will be defined
as such.
Propositional temporal logics use a finite set of atomic
propositions AP , each one of which represents some
property of the consistent cut. A labeling function  :
CðGÞ ! 2AP assigns to each consistent cut the set of
propositions from AP that hold in it. The formal syntax of
CTL is given below.
Every proposition ap 2 AP is a CTL formula.
If p and q are CTL formulas, then so are :p, p _ q,
p ^ q, EFðpÞ, EGðpÞ, AGðpÞ, AFðpÞ, EXðpÞ, AXðpÞ,
and EXðpÞ½j.
The symbols _, ^, and : have their usual meanings.
There are two path quantifiers: A denotes for all fullpaths
and E denotes for some fullpath. Linear temporal operators
are as follows: G is the always operator, F is the eventually
operator, X is the next-time operator. The formula AGðpÞ
(respectively, EGðpÞ) intuitively means that for all fullpaths
(respectively, for some fullpath), p always holds on the path.
The formula AFðpÞ (respectively, EFðpÞ) intuitively means
that for all fullpaths (respectively, for some fullpath), p
eventually holds on the path. The formula AXðpÞ (respectively, EXðpÞ) intuitively means that for all fullpaths
(respectively, for some fullpath), p holds next-time on the
path. The formula EXðpÞ½j intuitively means that, when
.
.

5

process j executes an event, for some fullpath, p holds nexttime on the path.
Given a finite distributive lattice L ¼ ðCðGÞ; Þ of a
graph G, the formulas of CTL are interpreted over the
consistent cuts in CðGÞ. Specifically, a predicate is evaluated
with respect to the values of variables resulting after
executing all events in the consistent cut, that is, at the
frontier of the consistent cut. We leave the formulas
undefined for the trivial consistent cuts. Let p be a CTL
formula and C be a consistent cut in CðGÞ. Then, the
satisfaction relation L; C  p means that predicate p holds at
consistent cut C in lattice L ¼ ðCðGÞ; Þ and is defined
inductively below. We denote C  p as a short form for
L; C  p when L is clear from the context.
C  ap iff ap 2 ðCÞ for an atomic proposition ap.
C  :p iff C 6 p.
C  p _ q iff either C  p or C  q.
C  EGðpÞ iff, for some fullpath  starting from C,
h8i : 0  i < jj : i  pi.
. C  EFðpÞ iff, for some fullpath  starting from C,
h9i : 0  i < jj : i  pi.
. C  EXðpÞ iff, for some fullpath  starting from C,
1  p.
. C  EXðpÞ½j iff, for some fullpath  starting from C,
1  p such that 1 ¼ C [ feg, where e is an event on
process j that is enabled at C.
We do not consider empty fullpaths. Also, the next-time
operator is defined for fullpaths with length > 1 only. We
define L  p if and only if L; f?g  p. By an abuse of
notation, we also write G  p for L  p when L ¼ ðCðGÞ; Þ.
We also use the following equivalences in writing CTL
formulas: EGðpÞ is equivalent to :AFð:pÞ, AGðpÞ is
equivalent to :EFð:pÞ, EFðpÞ is equivalent to :AGð:pÞ,
and AFðpÞ is equivalent to :EGð:pÞ.
For convenience, we define a temporal predicate as a
predicate that contains temporal operators such as EG, AG,
EF, AF, EX, AX, or EXðpÞ½j. We define a nontemporal
predicate as a predicate that does not contain any temporal
operator. For example, an atomic proposition, such as
critical section CS1 in Fig. 1, is a nontemporal predicate. The
temporal operators EG, AG, EF, and AF have also been
referred to as controllable, invariant, possibly, and definitely,
respectively [16].
.
.
.
.

Example 3.1. Fig. 3 illustrates CTL operators on a
distributive lattice. Some typical CTL formulas that
may arise for specifying properties of concurrent and
distributed systems are given below:
.

.

.

EFðcriticali ^ criticalj Þ intuitively means that “it
is possible to get to a global state where processes
i and j are in their critical state.”
AGðrequest ) AFðacknowledgeÞÞ
intuitively
means that “whenever a request occurs, it will be
eventually acknowledged.” The complement of
this formula is EFðrequest ^ EGð:acknowledgeÞÞ.
AGðEFðresetÞÞ intuitively means that “reset is
possible from every global state.”

Sublogics of CTL are defined by restrictions on the
operators allowed, and by restrictions on the classes of
atomic propositions.
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k messages in transit from Pi to Pj ,” conjunction of local
predicates such as “Pi and Pj are in the critical section,” and
relational predicates such as x1  x2  5, where xi is a
monotonically nondecreasing integer variable on process i.
The class of regular predicates is closed under conjunction.
Note that regular predicates are not closed under disjunction and negation operators; therefore, slices obtained with
respect to predicates that contain these operators may not
be lean, which we will define in the slicing section.

4

Fig. 3. Basic CTL operators.

.

.

RCTL+ is the subset of CTL where atomic propositions are regular, coregular, linear, colinear, stable,
costable, observer-independent, and relational predicates [17], [18], [19], [20], [21], [22], [23], Boolean
operators are _ and ^, and temporal operators are
EF, AG, EG, EX½j, and EX.
RCTL is the subset of RCTL+ where atomic
propositions are regular predicates and both the
disjunction and EX operators are left out.

3.2 Predicate Detection and Regular Predicates
The Predicate Detection problem is to decide whether the
initial consistent cut of a computation satisfies a predicate.
More formally,
Definition 3.2 (predicate detection). Given a distributive
lattice L ¼ ðCðGÞ; Þ that represents a computation G ¼
hE; !i and a temporal logic predicate p expressing some
desired specification, decide whether L; f?g  p holds or not.
Remark 3.3. Observe that our definition of predicate
detection is similar to that of model checking [1], [24],
[25]. However, we consider execution traces rather than
programs and we interpret specifications on a finite
distributive lattice.
Regular predicates capture an important class of predicates used in practice. Given a computation, the set of
consistent cuts satisfying a regular predicate forms a
sublattice of the set of consistent cuts of the computation
[9]. Equivalently,
Definition 3.4 (regular predicate [9]). A predicate is regular if,
given two consistent cuts that satisfy the predicate, the
consistent cuts obtained by their set union and set intersection
also satisfy the predicate. Formally, given a regular
predicate p, (C satisfies p) ^ (D satisfies p) ) (C \ D
satisfies p) ^ (C [ D satisfies p).
Some examples of nontemporal regular predicates are
monotonic channel predicates such as “there are at least

TEMPORAL REGULAR PREDICATES

Regular predicates play an important role for obtaining
efficient slicing and predicate detection algorithms. In this
section, we extend the class of regular predicates to
temporal predicates. We prove that temporal predicates
EFðpÞ, AGðpÞ, EGðpÞ, and EXðpÞ½j are regular when p is
regular. This result shows that regular predicates are closed
under EF, AG, EG, and EX½j temporal operators in
addition to the Boolean conjunction operator. Our temporal
logic, RCTL, is generated by exactly these five operators.
However, the regularity does not follow in the case of AF,
EX, AX, and the until operator of CTL.
Given a regular predicate p, to prove that EGðpÞ is
regular, we show that, for all consistent cuts C; D if both C
and D satisfy EGðpÞ, then both ðC \ DÞ and ðC [ DÞ satisfy
EGðpÞ.
Lemma 4.1. If p is a regular predicate, then EGðpÞ is a regular
predicate.
Proof.
C  EGðpÞ ^ D  EGðpÞ
 f definition of EGðpÞ g
h9 0 : ð00 ¼ CÞ : h8i : 0  i < j0 j : i0  pii^
h9 1 : ð01 ¼ DÞ : h8j : 0  j < j1 j : j1  pii
) f definition of regular predicates g
there exists a sequence
ð00 [ 01 Þ ¼ ðC [ DÞ . ð00 [ 11 Þ . . . .
j j1

. ð00 [ 1 1

Þ¼E

such that ð00 [
j j1
^ ð00 [ 1 1 Þ

01 Þ  p ^ ð00 [ 11 Þ  p ^ . . .
p

 f eliminating stuttering consistent cuts; we obtain
fullpath 2 g
j j1

h9 2 : ð02 ¼ 00 [ 01 Þ . . . ð2 2
h8j : 0  j < j2 j :
 f rewriting g

j2

j j1

¼ 00 [ 1 1

Þ:

 pii

h9 2 : ð02 ¼ ðC [ DÞÞ : h8j : 0  j < j2 j : j2  pii
 f definition of EGðpÞ g
ðC [ DÞ  EGðpÞ:
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Similarly,
C  EGðpÞ ^ D  EGðpÞ
 f definition of EGðpÞ g
h9 0 : ð00 ¼ CÞ : h8i : 0  i < j0 j : i0  pii^
h9 1 : ð01 ¼ DÞ : h8j : 0  j < j1 j : j1  pii
) f definition of regular predicates g
there exists a sequence
Fig. 4. AFðpÞ may not be regular.

ð00 \ 01 Þ ¼ ðC \ DÞ . ð00 \ 11 Þ . . . .
j j1

. ð00 \ 1k Þ . 00 . 10 . . . . . 0 0

We present an outline of the proofs for the rest of the
temporal operators here, the formal proofs are given in the
Appendix, which can be found on the Computer Society
Digital Library at http://computer.org/tc/archives.htm.

¼E

such that ð00 \ 01 Þ  p ^ ð00 \ 11 Þ  p ^ . . .
^ ð00 \ k1 Þ  p

Theorem 4.3. If p is a regular predicate, then EFðpÞ, AGðpÞ are
regular.

 f eliminating stuttering consistent cuts; we obtain

Proof. Our goal is to prove that, for all consistent cuts D; H,
if D and H satisfy EFðpÞ, then ðD \ HÞ and ðD [ HÞ
satisfy EFðpÞ, similarly for other temporal modalities.

fullpath 3 g
j j1

h9 3 : ð03 ¼ 00 \ 01 Þ . . . ð2 3

j j1

¼ 0 0

Þ:

h8j : 0  j < j3 j : j3  pii

.

 f rewriting g
h9 3 : ð03 ¼ ðC \ DÞÞ : h8j : 0  j < j3 j : j3  pii
 f definition of EGðpÞ g
ðC \ DÞ  EGðpÞ:
t
u

.

Lemma 4.2. Given a process j, if p is a regular predicate, then
EXðpÞ½j is a regular predicate.
Proof.
C  EXðpÞ½j ^ D  EXðpÞ½j
 f Let e and f be events on process j and be
enabled cuts C and D; respectively; and use
definition of EXðpÞ½j g

However, the regularity does not follow in the case of
AF, EX, AX, and the until operator of CTL. Fig. 4
demonstrates an example where consistent cuts D and H
both satisfy AFðpÞ, but their intersection ðD \ HÞ does not.
This is due to the path starting from ðD \ HÞ and ending at
the final cut E, where p never holds on the path. We present
examples for other temporal operators in [23].

h9 C 0 : C 0 ¼ ðC [ fegÞ : C 0  pi^
h9 D0 : D0 ¼ ðD [ ffgÞ : D0  pi
 f rewriting g
h9 C 0 ; D0 : C 0 ¼ C [ feg ^ D0 ¼ D [ ffg :
C 0  p ^ D0  pi
) f Let W ¼ C 0 [ D0 ; V ¼ C 0 \ D0 and use
definition of regular predicates g
h9 W : W ¼ ðC [ fegÞ [ ðD [ ffgÞ : W  pi

5

SLICE

Informally, a computation slice (or simply a slice) is a
concise representation of all those consistent cuts of a
computation (execution trace) that satisfy a given predicate.
Formally,

^ h9 V : V ¼ ðC [ fegÞ \ ðD [ ffg : V  pi
p

 f Assume e ! f on process j g
h9 W : W ¼ ðC [ DÞ [ ffg : W  pi^
h9 V : V ¼ ðC \ DÞ [ feg : V  pi
 f definition of EXðpÞ g

Definition 5.1 (slice [9], [10]). A slice of a graph G with respect
to a predicate is the directed graph obtained from G by adding
edges such that:

ðC \ DÞ  EXðpÞ ^ ðC [ DÞ  EXðpÞ
This establishes the lemma.

EFðpÞ is a regular predicate: From the definition
of EFðpÞ, there exists consistent cuts D0 , H 0 that
satisfy p and D  D0 and H  H 0 . Furthermore,
we have that D0  W and H 0  W , where W is the
greatest cut satisfying p. Then, we have ðD \ HÞ 
W and ðD [ HÞ  W . Therefore, ðD \ HÞ and
ðD [ HÞ both satisfy EFðpÞ.
AGðpÞ is a regular predicate: From the definition
of AGðpÞ, for all consistent cuts D0 such that
D  D0  E, D0 satisfies AGðpÞ. Then, substituting
ðD [ HÞ for D0 in the previous observation, we
have D  ðD [ HÞ  E. Thus, ðD [ HÞ satisfies
AGðpÞ. Now, we show that ðD \ HÞ satisfies
AGðpÞ. Consider an arbitrary consistent cut J
such that ðD \ HÞ  J. Since D  ðD [ JÞ  E
and H  ðH [ JÞ  E, both ðD [ JÞ and ðH [ JÞ
satisfy p. Since p is regular, it is easy to show that
J ¼ ðD [ JÞ \ ðH [ JÞ satisfies p. Therefore, ðD \
HÞ satisfies AGðpÞ
u
t

u
t

1.

it contains all consistent cuts of the computation that
satisfy the predicate and
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of all the graphs that satisfy (1), it has the least number
of consistent cuts.

We denote the slice of a computation G ¼ hE; !i with
respect to a predicate p by sliceðG; pÞ. Note that
G ¼ sliceðG; trueÞ. In the rest of the paper, we use the terms
“computation,” “slice,” “trace,” “graph,” and “directed
graph” interchangeably. Every slice derived from the
computation G has the trivial consistent cuts (; and E)
among its set of consistent cuts. A slice is empty if it has no
nontrivial consistent cuts. In the rest of the paper, unless
otherwise stated, a consistent cut refers to a nontrivial
consistent cut. In general, a slice will contain consistent cuts
that do not satisfy the predicate (besides trivial consistent
cuts). In case a slice does not contain any such cut, it is
called lean.
Definition 5.2 (lean slice). The slice of a computation with
respect to a predicate is lean if every consistent cut of the slice
satisfies the predicate.
The next theorem demonstrates the importance of
regular predicates.
Theorem 5.3 [9]. The slice of a computation with respect to a
predicate is lean if and only if the predicate is regular.
The following theorem demonstrates that, by adding
edges to a computation, we effectively restrict its set of
global states to a sublattice of the original lattice of global
states. Given a distributive lattice L generated by a graph G,
every sublattice of L can be generated by a graph obtained
by adding edges to G. Therefore, since the global states of a
regular predicate form a sublattice, we can obtain slices for
regular predicates by adding edges.
Theorem 5.4 ([23]). Let L0 be any sublattice of a finite
distributive lattice L generated by the directed graph G. Then,
there exists a graph G0 that can be obtained by adding edges to
G that generates L0 .
Next, we demonstrate slicing for nontemporal conjunctive predicates. We will later present a general theory for
slicing nontemporal predicates.
Nontemporal Predicate Slicing Example. Fig. 2d shows the
slice of the computation in Fig. 2c with respect to the
nontemporal predicate ð2  x  4Þ ^ ðy 6¼ 2Þ, which is
a conjunction of two local predicates from the processes
P1 and P2 , respectively. We say that a predicate is local if
it only depends on variables of a single process. In the
figure, if a local predicate is true for an event of a
process, we represent it using an empty circle; otherwise,
we use a filled circle. To obtain the slice with respect to a
local predicate, we add an edge from the successor of a
filled circle back to it, thereby increasing the number of
incoming neighbors. We will now demonstrate why
these additional edges give us the slice by showing the
impact of adding edges on the states of the computation.
Observe that the global states f?g, ff1 g, ff2 g, ff3 g
depicted in Fig. 2b, do not satisfy the local predicate
ð2  x  4Þ. This is because, in all of these four states,
P1 has executed only its initial event, where x ¼ 0;
therefore, local predicate ð2  x  4Þ is false. We then
add the edge ðe1 ; ?Þ in Fig. 2d. From the definition of a
consistent cut, any consistent cut of the slice upon
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including ? must include e1 , which is an incoming
neighbor. Since all of the global states f?g, ff1 g, ff2 g,
ff3 g include ?, they must have included e1 as well,
which they do not. Hence, they cannot belong to the
consistent global states of the slice. Also, note that if we
added an edge from ðe2 ; ?Þ instead of ðe1 ; ?Þ, we would
have eliminated states such as fe1 ; f1 g, which satisfy the
predicate, from the slice. This is because any consistent
cut upon including e1 must include e2 due to the
transitivity of the incoming neighbors. Similarly, we
can reason about the additional edge ðf3 ; f2 Þ in the slice.
As a result, from the 13 consistent global states in Fig. 2b,
by adding two edges and not traversing the state space,
this exercise eliminates nine, retaining states fe1 ; f1 g,
fe1 ; f3 g, fe2 ; f1 g, and fe2 ; f3 g, which are the only states of
the computation that satisfy ð2  x  4Þ ^ ðy 6¼ 2Þ.
It has been shown that the slice exists for all predicates;
however, it is, in general, intractable to compute the slice for
an arbitrary predicate [9]. Our approach to computation
slicing is based on exploiting the structure of the predicate
itself.

6

SLICING

FOR

NONTEMPORAL PREDICATES

In this section, we will formally present slicing algorithms
for nontemporal predicates. In the light of Theorem 5.4 and
the definition of a slice, our direction for obtaining slicing
algorithms is to add only those edges that will generate the
smallest sublattice of global states that contains the states
that satisfy the predicate.
We now show how to efficiently compute slices for the
predicates for which there exists an efficient EFðpÞ detection
algorithm. These predicates are regular, coregular, linear,
colinear, stable, costable, observer-independent, and relational predicates and such algorithms can be found in [17],
[18], [19], [20], [21], [22], [23]. Given a partial order trace
with n processes and jEj events and a predicate EFðpÞ, all of
these algorithms have polynomial-time complexity in the
number of processes and events. The efficiency of these
algorithms is due to using traces as models rather than
programs or designs. Note that, given a trace, the EFðpÞ
detection algorithm determines whether the trace contains a
consistent global state that satisfies the predicate p.
Example. We present an algorithm outline for efficient
EFðpÞ detection when p is a conjunction of local
predicates. The algorithm starts from the initial consistent cut of the trace and advances by one consistent cut at
each step, while, at each new consistent cut, it checks
whether the conjunctive predicate holds or not. If the
predicate holds, then EFðpÞ is satisfied. If the predicate
does not hold at a consistent cut, then there exists a local
predicate which is false at that consistent cut. In this case,
we simply advance the current consistent cut by the
addition of the successor of the event on one of the
processes for which the local predicate is false. The
details of efficient conjunctive predicate detection can be
found in [17], [16].
The slicing algorithm using EFðpÞ detection is shown in
Fig. 5. The algorithm constructs the slice by adding edges.
For this purpose, it initializes in line 1 a graph K as G. In the
rest of the function, edges are added to K, which is finally
returned. Let G½e; f denote the directed graph obtained by
adding an edge from e to f in G. The addition of edges is
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Fig. 5. An algorithm to compute the slice using an algorithm to compute
EF.

done as follows: For every pair of vertices, e and f, in the
b f from
graph G, the algorithm constructs a new graph G½e;
G by adding edges from f to ? and from > to e. Due to
b f, all nontrivial consistent cuts of G½e;
b f
these edges in G½e;
contain f (since every cut contains ?) and do not contain e
(since every cut that contains f contains >, hence becoming
a trivial consistent cut). We now invoke the detection
b f. If the detection algorithm returns false,
algorithm on G½e;
then we know that there is no nontrivial consistent cut of G
that satisfies p and that contains f but does not contain e.
Therefore, all consistent cuts that satisfy p have the property
that, if they include f, they also include e. Hence, we add an
edge from e to f in the graph K. We continue this procedure
for all pairs of vertices. Theorem 6.1 shows the correctness
of this procedure.
Theorem 6.1. Let G be a directed graph. Let K be the directed
graph output by the algorithm in Fig. 5 for a predicate p. Then,
K is the slice of G with respect to p.
Proof. Let Cp ðGÞ denote the set of consistent cuts of G that
satisfy p. We first show that CðKÞ Cp ðGÞ. Adding an
edge ðe; fÞ in K eliminates only those consistent cuts of G
that contain f but do not contain e. But, all of those
consistent cuts do not satisfy p because the edge ðe; fÞ is
b f  EFðpÞ is false. Thus, all of the
added only when G½e;
consistent cuts of G that satisfy p are also the consistent
cuts of K.
Next, we show that the CðKÞ is the smallest sublattice
of CðGÞ that includes Cp ðGÞ. Let M be a graph such that
CðMÞ Cp ðGÞ. Assume, if possible, that CðMÞ is strictly
smaller than CðKÞ. This implies that there exist two
vertices e and f such that there is an edge from e to f in
M but not in K. Since K is output by the algorithm,
b f  EFðpÞ is true in line 3; otherwise, an edge
G½e;
would have been added from e to f. But, this means that
there exists a consistent cut in G which includes f, does
not include e, and satisfies p. This consistent cut cannot
be in CðMÞ due to the edge from e to f, contradicting our
u
t
assumption that Cp ðGÞ  CðMÞ.
Theorem 6.2. The time-complexity of the algorithm for
computing the slice in Fig. 5 is OðjEj2 T Þ, where E is the set
of events and OðT Þ is the worst-case time-complexity of
solving EF.
The time-complexity of the algorithm can be reduced to
OðnjEjT Þ, where n is the number of processes, by

Fig. 6. An algorithm to compute slice using an algorithm to compute EF
and the skeletal representation.

constructing the skeletal representation of the slice [10]. Let
Fp ðeÞ be a vector of events, where the ith entry in the vector
denotes the earliest event on process pi reachable from e in
the slice. The skeletal representation of a slice has the
following edges:
for each event e 62 >, there is an edge from e to
succðeÞ and
2. for each event e and process pi , there is an edge from
e to Fp ðeÞ½i.
An advantage of the skeletal representation is that it has
OðjEjÞ vertices and only OðnjEjÞ edges, where n is the
number of processes and E is the set of events and, hence, it
generally leads to more efficient algorithms involving slices.
To that end, it suffices to compute the vector Fp ðeÞ for each
event e; the ith entry of Fp ðeÞ denotes the earliest event on
process Pi reachable from e in the slice. It can easily be
shown that Fp is order-preserving, which means that, if
P
e ! f, then Fp ðeÞ½j!Fp ðfÞ½j for each process Pj [10].
Consequently, it is possible to compute Fp ðeÞ½j for each
event e on process Pi by scanning the computation once
from left to right. The algorithm is presented in Fig. 6.
For instance, the EFðpÞ detection algorithm complexity
for a nontemporal regular predicate p is OðT Þ ¼ OðnjEjÞ
time using the algorithm presented in [16]. This implies that
its slice can be computed in Oðn2 jEj2 Þ time using the above
algorithm. However, a faster and more efficient slicing
algorithm exists for a nontemporal regular predicate, which
exploits the specific properties of the class with Oðn2 jEjÞ
complexity [9].
1.

7

SLICING

FOR

TEMPORAL PREDICATES

Slicing algorithms for temporal predicates enables us to
develop efficient predicate detection algorithms for partial
order simulation traces, which in turn may result in
exponential gain in state space coverage. Our algorithms
do not suffer from state explosion because, intuitively, we
only add edges to a given input trace, hence there is no state
space traversal. Specifically, we present algorithms for the
RCTL and RCTL+ predicates. We present a formal proof of
correctness for temporal predicates EF and AG and proofs
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for other temporal predicates and complexity results can be
found in the Appendix, which can be found on the
Computer Society Digital Library at http://computer.org/
tc/archives.htm.
Note that we cannot use the slicing algorithm in Fig. 6
just by itself to obtain an efficient temporal predicate slicing
algorithm. That algorithm assumes the presence of an
efficient EFðpÞ algorithm for traces. Since such algorithms
are available only when p is a nontemporal predicate, that
algorithm is useful to obtain efficient slicing algorithms for
nontemporal predicates. This implies that, when p in EFðpÞ is
temporal, such as EGðqÞ, we need an efficient algorithm to
detect EFðEGðqÞÞ, which so far does not exist in the
literature.
In this section, we show that we can indeed still use the
slicing algorithm in Fig. 6 not just by itself, but as a base
case to obtain slices for nontemporal predicates (atomic
propositions) and then use these slices in the algorithms of
this section to obtain efficient temporal predicate slicing
algorithms. Note that a temporal logic predicate is
generated by application of temporal and Boolean operators
on atomic propositions.

7.1 Slicing for RCTL Predicates
From the definition of a slice, we know that the slice of a
computation is obtained by adding edges to the computation. Clearly, every nontrivial consistent cut of sliceðG; pÞ is
a consistent cut of G. From the definition of AGðpÞ, we
know that every consistent cut that satisfies AGðpÞ also
satisfies p. This implies that every nontrivial consistent cut
of sliceðG; AGðpÞÞ is a consistent cut of sliceðG; pÞ and
similarly for EGðpÞ.
Observation 7.1. CðsliceðG; AGðpÞÞÞ  CðsliceðG; pÞÞ  CðGÞ
and CðsliceðG; EGðpÞÞÞ  CðsliceðG; pÞÞ  CðGÞ.
In general, there can be multiple directed graphs with the
same set of consistent cuts. Therefore, more than one graph
may constitute a valid representation of the given slice. The
following lemma states that all such graphs are, in fact,
related.
Lemma 7.2 ([10]). Consider directed graphs G and H on the
same set of vertices. Then, PðGÞ  PðHÞ  CðGÞ CðHÞ,
which in turn implies that PðGÞ ¼ PðHÞ  CðGÞ ¼ CðHÞ.
In other words, two directed graphs, G and H, on
identical sets of vertices, are cut-equivalent (that is,
CðGÞ ¼ CðHÞ) if and only if they are path-equivalent (that is,
PðGÞ ¼ PðHÞ). Furthermore, using Lemma 7.2, we obtain:
Observation 7.3. PðsliceðG; AGðpÞÞÞ PðsliceðG; pÞÞ
and PðsliceðG; EGðpÞÞÞ PðsliceðG; pÞÞ PðGÞ,

PðGÞ

which in turn implies that the slice with respect to AGðpÞ (or
EGðpÞ) can be obtained by adding edges to the slice for p.
Since the set of consistent cuts that satisfy EFðpÞ and
EXðpÞ½j may not be a subset of the set of consistent cuts of
the slice for p, the slice with respect to EFðpÞ and EXðpÞ½j
cannot always be obtained by adding edges to the slice for
p, but, rather, by adding edges to the graph G.
Every slicing algorithm in this section takes as input a
graph G and its slice with respect to a regular predicate p.
The output of each algorithm is the slice of G with respect to
a temporal predicate such as AGðpÞ. For example, given a

Fig. 7. (a) A slice and its lattice of consistent cuts in (b) and (c).

computation G and a temporal predicate AGðpÞ, we
compute consistent cuts C 2 CðGÞ such that G, C  AGðpÞ.
Notation for Representing Consistent Cuts of Slices. In
Fig. 7a, we show a slice of the computation given in Fig. 2.
The lattice of consistent cuts of the slice is displayed in
Fig. 7b. In this section, we display the set of consistent cuts
of the slice as in Fig. 7c instead of as in Fig. 7b. Specifically,
representation in Fig. 7c explicitly shows those consistent
cuts of the original computation that satisfy the predicate
(the consistent cuts of the slice denoted by filled circles) and
that do not satisfy the predicate. For example, consistent cut
fe1 ; f1 g does not belong to the slice in Fig. 7a, hence the
place for this consistent cut is left empty in Fig. 7c.

7.2 Computing Slices With Respect to EFðpÞ
In this section, we explain algorithm AlgoVII:1 in Fig. 8 for
computing the slice of a graph G with respect to EFðpÞ.
Consider a graph G and sliceðG; pÞ. Let W denote the
greatest cut that satisfies p. Notice that W is the final
consistent cut of sliceðG; pÞ. In the algorithm, we construct a
graph H with vertices as the vertices in G and the following
edges:
1. all of the edges in G and
2. from > to the successors of events in frontierðW Þ.
The first type of edges ensures that the consistent cuts of
H are a subset of the consistent cuts of G. The second type
of edges ensures that the final consistent cut of H is W ;
therefore, all consistent cuts of G that can reach W are a
consistent cut of H. From the definition of EFðpÞ, all
consistent cuts of the computation that can reach the
greatest consistent cut that satisfies p, that is, W , will also
satisfy EFðpÞ and, furthermore, these are the only cuts that
satisfy EFðpÞ. We can find the cut W using sliceðG; pÞ when
it is nonempty. We construct the slice for EFðpÞ from the
computation so that the slice contains all consistent cuts of
the computation that can reach W . To ensure that all cuts
that cannot reach W do not belong to the slice, we add
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Fig. 8. The algorithm to compute sliceðG; EFðpÞÞ.

edges from > to the successors of events in the frontier of W
in the computation. Note that adding an edge from > to an
event makes any cut that contains the event trivial.
Consider the computation depicted in Fig. 2a and its slice
depicted in Fig. 9a. The application of algorithm AlgoVII:1 is
shown in Fig. 9c. The frontier of the final cut of the slice in
Fig. 9a is frontierðW Þ ¼ fe2 ; f3 g. After adding edges from >
to the successor of e2 , that is, e3 , and to the successor of f3 ,
that is, >, we obtain the slice with respect to EFðpÞ depicted
in Fig. 9c.
We now establish that the above-mentioned edges are
sufficient to eliminate all of those consistent cuts of the
computation that do not satisfy EFðpÞ.
Lemma 7.4. Every consistent cut of H satisfies EFðpÞ.
Proof. Consider a consistent cut C of H. sliceðG; pÞ must be
nonempty in order for C to exist; otherwise, H is an
empty slice. Since the final consistent cut of H is W ,
C  W . Therefore, C satisfies EFðpÞ.
u
t
Next, we show that the above constructed graph retains
all consistent cuts of the computation that satisfy EFðpÞ.
Lemma 7.5. Every consistent cut of G that satisfies EFðpÞ is a
consistent cut of H.
Proof. Consider a consistent cut C of G that satisfies EFðpÞ.
In this case, sliceðG; pÞ is nonempty. Assume, on the
contrary, that C is not a consistent cut of H. Thus, there
exist events e and f such that there is an edge from e to f
in H, f belongs to C, but e does not. Since C is a
consistent cut of G, the edge from e to f could only be of
type 2. This implies that C contains an event from the
successors of events in W . Since C satisfies EFðpÞ, there
exists a cut D C such that D satisfies p. Since W is the
greatest cut that satisfies p, D  W . However, D contains
an event from the successors of events in W , so
D 6 W —a contradiction.
u
t
From the previous two lemmas, it follows that:
Theorem 7.6. H is cut-equivalent to sliceðG; EFðpÞÞ.
Furthermore,
Theorem 7.7. The time complexity of computing sliceðG; EFðpÞÞ
in AlgoVII:1 is OðnjEjÞ.

Fig. 9. (a) A slice of the computation in Fig. 2a, (b) the corresponding
sublattice, (c) the application of the temporal operator EF on the slice in
(a), and (d) the corresponding sublattice.

7.3 Computing Slices with Respect to AGðpÞ
In this section, we explain algorithm AlgoVII:2 in Fig. 10 for
computing the slice of a graph G with respect to AGðpÞ.
Consider a graph G and its sliceðG; pÞ. In the algorithm,
we construct a graph H with vertices as the vertices in G
and the following edges:
1. all of the edges in sliceðG; pÞ and
P
2. from e to ? if Fp ðeÞ½j ! F ðeÞ½j.
The first type of edges ensures that the consistent cuts of
H are a subset of the consistent cuts of sliceðG; pÞ. This
follows from Observation 7.1 and Observation 7.2. The
second type of edges ensure that consistent cuts of
sliceðG; pÞ that do not include vertex e of an additional
edge ðe; fÞ do not belong to sliceðG; AGðpÞÞ, whereas the rest
of the consistent cuts belong to sliceðG; AGðpÞÞ. The
semantics of AGðpÞ is given with respect to a graph and a
consistent cut. Notice that a consistent cut C of sliceðG; pÞ
(which is also a consistent cut of G) satisfies AGðpÞ with
respect to G, if all fullpaths starting from C in G also exist in
sliceðG; pÞ. This is because all cuts in sliceðG; pÞ satisfy p.
When sliceðG; pÞ contains an additional edge ðe; fÞ that does
not exist in G, some fullpaths that start from C in G,
namely, the ones in which f is included (executed) before e,
do not exist in sliceðG; pÞ. Hence, C does not satisfy AGðpÞ.
Since every nontrivial consistent cut includes ?, by adding
an edge from e to ? (by the definition of a consistent cut), e
is included in every nontrivial consistent cut of H.
Consider the computation depicted in Fig. 2a and its slice
depicted in Fig. 11a, which contains an additional edge
ðf2 ; e3 Þ. The application of algorithm AlgoVII:2 is shown in
Fig. 11c. The consistent cuts f?g, ff1 g, fe1 ; f1 g, and fe2 ; f1 g
of the slice in Fig. 11a do not include vertex f2 of the
additional edge ðf2 ; e3 Þ. Hence, it is easy to see that these

12

IEEE TRANSACTIONS ON COMPUTERS,

VOL. 56,

NO. 4,

APRIL 2007

Fig. 10. The algorithm to compute sliceðG; AGðpÞÞ using Fp ðeÞ for each
event e.

four consistent cuts do not satisfy AGðpÞ. Therefore, we add
an edge from vertex f2 to ? and obtain the slice with respect
to AGðpÞ depicted in Fig. 11c. Note that we exploit the
transitivity of the edge relation and not display other added
edges, such as the edge from vertex f1 to ?.
We now establish that the above-mentioned edges are
sufficient to eliminate all those consistent cuts of the
computation that do not satisfy AGðpÞ.
In order to check for the existence of an edge that does
not exist in the graph but in the slice, it suffices to check the
F ðeÞ. The next lemma follows from the definition of F ðeÞ.
Lemma 7.8. Given a graph G, there exist vertices e and f
in VðGÞ such that ðe; fÞ 2 PðsliceðG; qÞÞ ^ ðe; fÞ 62
P
PðsliceðG; rÞÞ () Fq ðeÞ½j ! Fr ðeÞ½j, where f ¼ Fq ðeÞ½j
and j ¼ procðfÞ.
Proof. ð)Þ If ðe; fÞ 2 PðsliceðG; qÞÞ and ðe; fÞ 62 PðsliceðG; rÞÞ,
then there is no path from e to any vertices before f (in
process order) on Pj in sliceðG; rÞ. We also know that
there is an edge from e to Fr ðeÞ½j in sliceðG; rÞ. Then,
P
Fr ðeÞ½j 6 !f.
P
ð(Þ If Fq ðeÞ½j ! Fr ðeÞ½j, then there is an edge from e
to f in sliceðG; qÞ but no such edge exists in sliceðG; rÞ. t
u
Lemma 7.9. Every consistent cut of H satisfies AGðpÞ.
Proof. Consider a consistent cut C of H. Assume, on the
contrary, that C does not satisfy AGðpÞ. Thus, there exists
a consistent cut D C in G such that D does not satisfy
p. Therefore, D does not belong to sliceðG; pÞ. This
implies that there exist events e and f such that there is
an edge from ðe; fÞ 2 sliceðG; pÞ, f belongs to D, but e
does not. Setting q ¼ p, r ¼ true, and j ¼ procðfÞ in
P
Lemma 7.8, Fp ðeÞ½j ! F ðeÞ½j. This means that there
exists an edge from e to ? of type 2 in H. We know that
every nontrivial consistent cut of every directed graph
contains ?. Since there is an edge ðe; ?Þ in H, every
nontrivial consistent cut also contains e. This implies that
C contains e. However, since e 62 D and C  D, we have
e 62 C—a contradiction.
u
t

Fig. 11. (a) A slice of the computation in Fig. 2a, (b) the corresponding
sublattice, (c) the application of the temporal operator AG on the slice in
(a), and (d) the corresponding sublattice.

Lemma 7.10. Every consistent cut of G that satisfies AGðpÞ is a
consistent cut of H.
Proof. Consider a consistent cut C of G that satisfies AGðpÞ.
Assume, on the contrary, that C is not a consistent cut of
H. Thus, there exist events e and f such that there is an
edge from e to f in H, f belongs to C, but e does not.
Since C is a consistent cut of G, the edge from e to f
could be only of type 1 or of type 2. If the edge is of
type 1, then C does not belong to sliceðG; pÞ since e does
not belong to C. Thus, C does not satisfy p. However, C
satisfies AGðpÞ—a contradiction. If the edge is of type 2,
then f ¼ ? and there exists a process j such that
P
Fp ðeÞ½j ! F ðeÞ½j. Equivalently, there is an edge from e
to Fp ðeÞ½j in sliceðG; pÞ that does not exist in G. For
convenience, let g ¼ Fp ðeÞ½j. If g 2 C, then C does not
belong to sliceðG; pÞ since C does not contain e. Thus, C
does not satisfy p. However, C satisfies AGðpÞ—a
contradiction. If g 62 C, then consider a path in G from
C to the final consistent cut in which g is executed before
e (it is always possible to find such a path because there
is no path from e to g in G). Consider a consistent cut
immediately after the execution of g, say D. Again, D
does not belong to sliceðG; pÞ because D contains g but
not e. Thus, D does not satisfy p. It follows that there
exists a consistent cut D on a path from C to the final
consistent cut such that D does not satisfy p. Hence, C
does not satisfy AGðpÞ—a contradiction.
u
t
From the previous two lemmas, it follows that:
Theorem 7.11. H is cut-equivalent to sliceðG; AGðpÞÞ.
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Fig. 12. The slice of the computation in Fig. 2a with respect to (a) EFðqÞ, (b) its corresponding sublattice, (c) with respect to p, (d) its corresponding
sublattice, (e) with respect to p ^ EFðqÞ, (f) its corresponding sublattice, (g) with respect to AGðp ^ EFðqÞÞ, and (h) its corresponding sublattice.

Remark 7.12. The semantics of AGðpÞ is given with respect to
a graph and a consistent cut. Notice that a consistent cut C
of sliceðG; pÞ (which is also a consistent cut of G) satisfies
AGðpÞ with respect to G, if all fullpaths starting from C in G
also exist in sliceðG; pÞ. A fullpath C0 ; C1 ; . . . ; Ck ¼ E of the
distributive lattice ðCðGÞ; Þ satisfies that, for each
0  I < k, Ci . Ciþ1 . Observe that the successor relation
is also defined with respect to a graph.
Let H ¼ sliceðG; pÞ. Since p holds for all consistent cuts
of C 2 CðHÞ, we have that H; C  AGðpÞ. The consistent
cuts of the slice belong to the set of consistent cuts of the
computation as well and one might falsely infer that, for
all C 2 CðHÞ, we have that G; C  AGðpÞ. However, this
may not be true since some fullpaths starting from C in G
may not exist in sliceðG; pÞ.
For example, consider the slice in Fig. 7a. The
consistent cut fe2 ; f1 g satisfies AGðpÞ with respect to
the slice. However, the same consistent cut does not
satisfy AGðpÞ with respect to the computation. This is
because there exists a consistent cut fe3 ; f1 g that does not
satisfy p on a fullpath starting from fe2 ; f1 g in the
computation, which can be easily seen in Fig. 7c.
However, such a fullpath does not exist in the slice. In
other words, fe2 ; f1 g, fe3 ; f1 g, fe3 ; f2 g, fe3 ; f3 g is a
fullpath of the computation, yet it is not a fullpath of
the slice in Fig. 7c. Similarly, ff1 g, ff2 g, fe2 ; f2 g, fe2 ; f3 g is
a fullpath of the slice in Fig. 7a; however, it is not a
fullpath of the computation G.
Theorem 7.13. The time complexity of computing
sliceðG; AGðpÞÞ in AlgoVII:2 is OðnjEjÞ.

7.4 Slicing for RCTL+ Temporal Predicates
Using our slicing algorithms for temporal regular predicates, for nontemporal predicates, and algorithms for
composing slices under Boolean operators given in [10], it

is possible to compute slices with respect to temporal
predicates in RCTL+.
The slices are computed recursively, starting from the
deepest nesting of predicates and applying the appropriate
slicing algorithm, either temporal or Boolean, while
proceeding outward.
Now, we present an example in Fig. 12a for
computing the slice of the computation in Fig. 2a with
respect to AGðp ^ EFðqÞÞ, when p ¼ ðy
6Þ and
q ¼ ð2  x  4Þ ^ ðy
2Þ. First, we compute the slices
with respect to nontemporal predicates p and q using
algorithm AlgoVI:2 . Next, the slices of the computation with
respect to predicates EFðqÞ, p; p ^ EFðqÞ, and AGðp ^ EFðqÞÞ
are obtained using algorithms in this section and conjunction of slices. These slices are are displayed in Fig. 12a,
Fig. 12c, Fig. 12e, and Fig. 12g, respectively.
Complexity Analysis 7.14. Our slicing algorithms for
temporal regular predicates have an overall time complexity of OðnjEjÞ, where n is the number of processes
and E is the set of events in a given computation. The
complexity of computing the slice with respect to a
predicate from RCTL is dominated by the complexity of
computing the slice for an atomic proposition, that is, a
nontemporal predicate, which is Oðn2 jEjÞ for a nontemporal regular predicate. Therefore, the complexity of
computing the slice for a predicate from RCTL is
Oðjpj n2 jEjÞ, where jpj is the number of Boolean and
temporal operators in p. When the predicate is from
RCTL+, the slicing algorithm complexity is OðnjEjT Þ for
a nontemporal predicate, as we showed in the previous
section, where T is the complexity of detecting the
predicate under the EF operator. Therefore, the complexity of computing the slice for a predicate from RCTL+ is
Oðjpj njEjT Þ, where jpj is the number of Boolean and
temporal operators in p.
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PREDICATE DETECTION USING SLICING

We know that predicate detection is concerned with
checking whether the initial consistent cut of a computation
satisfies a given predicate. Since the slice contains all
consistent cuts of the computation that satisfies the
predicate, upon computing the slice, we simply check
whether the initial consistent cut of the computation
belongs to the slice. This can be done by ascertaining
whether both initial cuts of the computation and the slice
are the same.
Note that whether a slice is lean or not, in other words,
whether the given predicate is regular or not, determines
the overall complexity of predicate detection. The slices for
RCTL predicates are lean; however, this is not the case for
RCTL+ predicates. This is because regular predicates are
not closed under the _, :, or EX operators. Also, slices for
atomic propositions such as coregular, linear, colinear,
stable, costable, observer-independent, and relational predicates may not be lean.
Since RCTL predicates have lean slices, the overall
predicate detection complexity is the same as slicing for
RCTL, which is Oðjpj n2 jEjÞ. For RCTL+ predicates, the
overall predicate detection complexity is Oðjpj njEjT Þ
when the predicate is not satisfied. However, when the
predicate is satisfied, the slice may not be lean and may
contain cuts that do not satisfy the predicate. Hence, the
initial consistent cut may be such a nonsatisfying cut that
has been included in the slice, in which case, we resort to an
exhaustive analysis. However, the set of consistent cuts of
the slice (though not lean) is, in general, much smaller than
the original computation and, therefore, even exhaustive
analysis on the slice generates efficient predicate detection
results. We validate this conclusion with experiments.

9

VOL. 56,

EXPERIMENTAL RESULTS

We implemented our algorithms using Java in a prototype
tool called Partial Order Temporal Analyzer (POTA) [11].
POTA consists of analyzer, translator, and instrumentor
modules. We have implemented slicing-based predicate
detection algorithms in the analyzer module. In order to
evaluate the effectiveness of POTA, we performed experiments with scalable protocols, comparing our computation
slicing-based approach with the partial order reductionbased approach of SPIN [14]. Intuitively, when searching
the state-space, at each consistent cut, the partial order
reduction approach allows only a small subset of enabled
transitions to be explored. The translator module takes an
execution trace and generates SPIN code. The instrumented
program is such that, when run, every process outputs its
local state where a local state contains the values of
variables relevant to the predicate in question and a vector
clock that is updated for each internal, send, and receive
event according to the Fidge/Mattern [26], [27] algorithm.
Vector clocks enable us to obtain a partial order representation of traces. All experiments were performed on a 1.4 Ghz
Pentium 4 machine running Linux. We restricted the
memory usage to 512 MB, but did not set a time limit.
The two performance metrics we measured are running
time and memory usage. We run the programs for
20 seconds and our measurements are averaged over
20 traces for each program. Further experimental results
can be obtained from the POTA Web site [28] for protocols

Fig. 13. MSI verification results.

such as the General Inter-ORB Protocol (GIOP), an SoC
using PCI bus, distributed mutual exclusion, leader election, and distributed dining philosophers.

9.1 Cache Coherence Protocol
The MSI (Modified Shared Invalid) cache coherence
protocol is a protocol to maintain data consistency among
a number of caches connected to a central directory
structure in a multiprocessor system. The protocol is a
directory-based scheme in which individual processes
snoop on all other processors’ activities over a shared
directory. The details of the protocol can be found in [28].
The property we checked on the MSI protocol is the
safety property, “two caches cannot be in the modified state
simultaneously.” The complement of the property is
EFðmodifiedi ^ modifiedj Þ, where i and j are cache
identifiers. Fig. 13 displays our results for this property.
SPIN took 90 seconds and 468 MB to complete for
10 processes and it ran out of memory for more than
10 processes, whereas POTA took 1,053 seconds and 44 MB
to complete for 120 processes. Due to the overhead
associated with generating traces, we stopped generating
traces for more than 120 processes.
9.2 Asynchronous Transfer Mode Ring (ATMR)
We present experimental results for the Asynchronous
Transfer Mode Ring (ATMR) protocol, which was verified
for a configuration with a small number of processes in [29]
using SPIN.
The ATMR protocol [30] is an ISO standard based on a
high-speed shared medium connecting a number of access
nodes by channels in a ring topology. For controlling access
to this type of shared medium, the ring is first initialized
with a fixed number of ATM cells continuously circulating
around the channel from one node to another. Within each
access node there is an access unit which performs both the
physical layer convergence function and the access control
function. Access to the ring is requested by the client and
controlled by a combination of a window mechanism and a
reset procedure. The client can issue a sending request to
the access unit and receive a data cell. The window
mechanism limits the number of cells a node can transmit
at a time, called the “credits” of this node. The reset
procedure reinitializes the window in all access units to a
predefined credit value. Fig. 14 gives an example ring with
five nodes connected via a channel transferring cells
between the nodes, as depicted in [29].

SEN AND GARG: FORMAL VERIFICATION OF SIMULATION TRACES USING COMPUTATION SLICING

15

Fig. 14. ATMR model.

We conducted experiments for the following predicates
used in [29]. Fig. 15 displays our results.
Once an access unit exhausts its window size
credit, the credit will eventually be renewed. We
check the complement of this property, stated as
EFððcrediti ¼¼ 0Þ ^ EGð:ðcrediti ¼¼ 6ÞÞÞ, for all access units i, where credit stands for the number of
credits which are being held by an access unit and 6
is the preset maximum value. SPIN ran out of
memory for more than three processes, whereas
POTA took 5,195 seconds and 460 MB to complete
for 250 processes.
2. A client’s request will eventually be acknowledged.
We check the complement of this property stated as
EFðreqi ^ EGð:acki ÞÞ, for all clients i, where the req
signal is generated by a cell sending a request signal
from a client to an access unit. If the requested cell
has been sent out, the access unit will return an ack
signal to the client. SPIN ran out of memory for more
than three processes, whereas POTA took 3,420 seconds and 357 MB to complete for 250 processes.
The full state space verification of ATMR by Peng et al.,
even for a configuration with three nodes, was not
completed due to state explosion. To enable verification
for a larger number of processes, they used the bit-state
hashing technique. With bit-state hashing, they could verify
up to six nodes on a 2 GB memory machine with less than
98 percent coverage.
We generated execution traces for up to 250 nodes and
completed full state space verification of these traces,
whereas SPIN failed to complete full state space verification
for more than three nodes even when the input to SPIN was
traces rather than the protocol. Note that the number of
events on each process can reach about 1,000 on each
process, which may translate into possibly 1; 0003 global
states to explore. This is more than what SPIN typically can
handle even with larger amounts of memory.
In all fairness, the main purpose of SPIN is for
verification of protocols or programs rather than execution
traces. To that end, the algorithms in SPIN are tailored for a
1.

Fig. 15. ATMR verification results for Properties 1 and 2, respectively.

general set of temporal logic (hence, exponential complexity), whereas our algorithms exploit slicing and are
specialized for a specific yet commonly used subset of
temporal logic.

10 RELATED WORK
Predicate detection for partial order traces is a hard
problem. Detecting even a 2-CNF predicate under EF
modality has been shown to be NP-complete in general
[31]. Some examples of the predicates for which the
predicate detection can be solved efficiently are: conjunctive
[17], [18], stable [19], observer-independent [20], linear [21],
and relational [22] predicates. So far, these predicate classes
have been detected under some or all of the temporal
operators EF, EG, AG, AF and under the until operator of
CTL [32], but not under any nesting of these operators. For
example, a predicate EFðp ^ EGðqÞÞ, where p and q are
conjunctive predicates, cannot be efficiently detected using
only the efficient algorithms for conjunctive predicates.
With the results of this paper, we can detect such nested
temporal logic predicates efficiently. To the best of our
knowledge, such efficient (polynomial-time) algorithms did
not exist before.
Computing the slice for an arbitrary predicate is known
to be intractable in general [10]. However, by exploiting
the structure of the predicate, polynomial-time algorithms
have been developed for nontemporal regular and linear
predicates [9], [10], [13]. In this paper, we presented
polynomial-time algorithms for temporal logic predicates.
The temporal logic here extends the class of temporal logic
predicates in [11], [12] with new temporal and nontemporal
predicate classes. We also present new and improved
slicing algorithms using EF detection and skeletal representation.
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The idea of using temporal logic for analyzing execution
traces at runtime has recently been attracting a lot of
attention. Tools that use temporal logic for checking
execution traces are the commercial Temporal Rover (TR)
[33], MaC [34], Verisim [35], JPaX [36], and JMPaX tools
[15]. TR allows the user to specify the temporal formula in
programs. These temporal formulas are translated into Java
code before compilation. The TR, MaC, Verisim, and JPaX
tools consider totally order execution traces and therefore
can potentially miss bugs that can be deduced due to the
ordering of concurrent events. The JMPaX tool is closer to
our tool POTA because of the partial order trace model. We
work with shared variable and message passing programs,
whereas JMPaX considers multithreaded shared variable
Java programs only. JMPaX uses a subset of temporal logic,
LTL, with safety properties where atomic propositions can
be arbitrary, whereas we use a subset of temporal logic CTL
with both safety and liveness properties where atomic
propositions are restricted. The complexity of the predicate
detection algorithm in our approach is polynomial-time
upon using slicing and predicate restriction and the
complexity is exponential-time (proportional to the width
of the lattice of consistent cuts) in JMPaX. Combination of
dynamic analysis (using execution traces) and formal
verification has also been used for datarace and deadlock
detection [37], [38].
The notion of a computation slice is similar to the concept
of a program slice [39]. Given a program and a slicing
criterion, that is, a set of variables, a program slice consists of
all statements in the program that may affect the value of the
variables in the set at some given point. The criterion in
program slicing has also been extended to some predicate
classes, such as atomic propositions in temporal logic LTL
[40], and has been implemented in the Bandera tool [41].
Millett and Teitelbaum [42] have applied program slicing to
the input language of the model checker SPIN [14].
Our work can be applied just as well to concurrent and
distributed programs and to behavioral hardware descriptions in Verilog or VHDL. Several EDA companies provide
Assertion-Based Verification support. However, all of those
tools use the total order trace model, hence the coverage is
limited. Note that assertion-based verification languages
such as PSL [43] and SVA [44] have their roots in CTL.
In Bounded Model Checking (BMC) [8], sets of consistent
cuts are represented implicitly using Boolean functions
expressed with propositional formulas and the algorithms
are SAT-based. Our approach is similar to BMC in that it
cannot prove the absence of errors and the temporal logic
semantics is given for finite lengths of execution. However,
there are several differences. First, given a finite bound S on
the number of steps to reach a counterexample (witness for
the complement of the property), BMC generates all
possible traces starting from an initial consistent cut such
that each trace has length S, whereas POTA considers a
single partial order trace starting from an initial consistent
cut (containing possibly exponential number of consistent
cuts) such that the trace has finite length. Second, BMC
algorithms work on the set of consistent cuts, which is
formulated as a propositional satisfiability problem, an NPcomplete problem. Hence, the BMC algorithm is inherently
exponential, whereas we have polynomial-time algorithms.
Third, BMC algorithms handle complements of LTL
properties (since a SAT algorithm checks the existence of
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a solution to a propositional satisfiability problem), whereas
we handle RCTL+ properties.
Predicate Detection tools are most useful in increasing
the understanding of program behavior and finding bugs
rather than proving programs correct. Therefore, POTA
joins the arsenal of automatic verification tools but does not
replace them.

11 CONCLUSION
We have developed Predicate Detection algorithms for
checking whether a given simulation trace satisfies a given
predicate or not. Our algorithms are based on Partial Order
Simulation Traces, which enable us to exploit the concurrency inherent in large systems. In order to alleviate the
state explosion problem in partial order traces, we use
computation slicing and predicate restriction techniques,
which results in efficient (polynomial-time) algorithms. Our
partial order trace model results in increased state space
coverage since a partial order captures a possibly exponential number of total order traces and enables us to uncover
even those bugs in a given successful total order simulation
trace that will only show up with a different ordering of
concurrent events.
Specifically, we identified a regular subset of temporal
logic CTL that allows provably efficient predicate detection.
To this end, we proved that temporal predicates EFðpÞ,
EGðpÞ, AGðpÞ, and EXðpÞ½j are regular predicates when p is
a regular predicate and presented polynomial-time algorithms to compute slices for the temporal logic RCTL and
RCTL+. We also formally proved the correctness of our
algorithms.
Application of our algorithms for detecting properties of
large scale programs was presented. The experimental work
proves that, for large problem sizes, our computation
slicing-based approach is an effective technique for bug
hunting. As future work, we would like to develop
coverage metrics using computation slicing.

ACKNOWLEDGMENTS
This work was supported in part by US National Science
Foundation Grants CNS-0509024, Texas Education Board
Grant 781, SRC Grant 2006-TJ-1426, and an Engineering
Foundation Fellowship. This work was done while Alper
Sen was with the Department of Electrical and Computer
Engineering at the University of Texas at Austin.

REFERENCES
[1]
[2]
[3]
[4]
[5]
[6]

E.M. Clarke and E.A. Emerson, “Design and Synthesis of
Synchronization Skeletons Using Branching Time Temporal
Logic,” Proc. Workshop Logics of Programs, May 1981.
R.S. Boyer and J.S. Moore, A Computational Logic. Academic Press,
1979.
L. Lamport, “Time, Clocks, and the Ordering of Events in a
Distributed System,” Comm. ACM, vol. 21, no. 7, pp. 558-565, July
1978.
P. Godefroid and P. Wolper, “A Partial Approach to Model
Checking,” Proc. Sixth IEEE Symp. Logic in Computer Science,
pp. 406-415, 1991.
K.L. McMillan, Symbolic Model Checking. Kluwer Academic, 1993.
D. Peled, “All from One, One for All: On Model Checking Using
Representatives,” Proc. Fifth Int’l Conf. Computer-Aided Verification
(CAV), pp. 409-423, 1993.

SEN AND GARG: FORMAL VERIFICATION OF SIMULATION TRACES USING COMPUTATION SLICING

[7]
[8]

[9]

[10]

[11]

[12]

[13]

[14]
[15]

[16]
[17]

[18]

[19]

[20]

[21]

[22]

[23]

[24]

[25]
[26]
[27]

[28]
[29]

[30]
[31]

[32]

[33]

A. Valmari, “A Stubborn Attack on State Explosion,” Proc. Third
Int’l Conf. Computer-Aided Verification (CAV), pp. 156-165, 1991.
A. Biere, A. Cimatti, E.M. Clarke, and Y. Zhu, “Symbolic Model
Checking without BDDs,” Proc. Fifth Int’l Conf. Tools and
Algorithms for Construction and Analysis of Systems (TACAS),
pp. 193-207, 1999.
V.K. Garg and N. Mittal, “On Slicing a Distributed Computation,”
Proc. 21st IEEE Int’l Conf. Distributed Computing Systems (ICDCS),
pp. 322-329, Apr. 2001.
N. Mittal and V.K. Garg, “Computation Slicing: Techniques and
Theory,” Proc. Symp. Distributed Computing (DISC), pp. 78-92, Oct.
2001.
A. Sen and V.K. Garg, “Partial Order Trace Analyzer (POTA) for
Distributed Programs,” Proc. Third Int’l Workshop Runtime Verification (RV), 2003.
A. Sen and V.K. Garg, “Detecting Temporal Logic Predicates in
Distributed Programs Using Computation Slicing,” Proc. Seventh
Int’l Conf. Principles of Distributed Systems (OPODIS), Dec. 2003.
N. Mittal and V.K. Garg, “Software Fault Tolerance of Distributed
Programs Using Computation Slicing,” Proc. 23rd IEEE Int’l Conf.
Distributed Computing Systems (ICDCS), pp. 105-113, May 2003.
G. Holzmann, “The Model Checker Spin,” IEEE Trans. Software
Eng., vol. 23, no. 5, pp. 279-295, May 1997.
K. Sen, G. Rosu, and G. Agha, “Runtime Safety Analysis of
Multithreaded Programs,” Proc. Symp. Foundations of Software Eng.
(FSE), 2003.
V.K. Garg, Elements of Distributed Computing. John Wiley & Sons,
2002.
V.K. Garg and B. Waldecker, “Detection of Weak Unstable
Predicates in Distributed Programs,” IEEE Trans. Parallel and
Distributed Systems, vol. 5, no. 3, pp. 299-307, Mar. 1994.
M. Hurfin, M. Mizuno, M. Raynal, and M. Singhal, “Efficient
Distributed Detection of Conjunctions of Local Predicates in
Asynchronous Computations,” Proc. Eighth IEEE Symp. Parallel
and Distributed Processing (SPDP), pp. 588-594, Oct. 1996.
K.M. Chandy and L. Lamport, “Distributed Snapshots: Determining Global States of Distributed Systems,” ACM Trans. Computer
Systems, vol. 3, no. 1, pp. 63-75, Feb. 1985.
B. Charron-Bost, C. Delporte-Gallet, and H. Fauconnier, “Local
and Temporal Predicates in Distributed Systems,” ACM Trans.
Programming Languages and Systems, vol. 17, no. 1, pp. 157-179, Jan.
1995.
C. Chase and V.K. Garg, “Detection of Global Predicates:
Techniques and Their Limitations,” Distributed Computing,
vol. 11, no. 4, pp. 191-201, 1998.
A.I. Tomlinson and V.K. Garg, “Monitoring Functions on Global
States of Distributed Programs,” J. Parallel and Distributed
Computing, vol. 41, no. 2, pp. 173-189, Mar. 1997.
A. Sen, “Techniques for Formal Verification of Concurrent and
Distributed Program Traces,” PhD dissertation, Univ. of Texas at
Austin, May 2004, http://maple.ece.utexas.edu/~sen.
J.P. Queille and J. Sifakis, “Specification and Verification of
Concurrent Systems in CESAR,” Proc. Fifth Int’l Symp. Programming, pp. 337-351, 1982.
E.M. Clarke, O. Grumberg, and D.A. Peled, Model Checking. MIT
Press, 2000.
C. Fidge, “Logical Time in Distributed Computing Systems,”
Computer, vol. 24, no. 8, pp. 28-33, Aug. 1991.
F. Mattern, “Virtual Time and Global States of Distributed
Systems,” Parallel and Distributed Algorithms: Proc. Workshop
Distributed Algorithms (WDAG), pp. 215-226, 1989.
“Partial Order Trace Analyzer (POTA) Web Site,” 2003, http://
maple.ece.utexas.edu/~sen/POTA.html.
H. Peng, S. Tahar, and F. Khendek, “Comparison of SPIN and VIS
for Protocol Verification,” Int’l J. Software Tools for Technology
Transfer, vol. 4, no. 2, pp. 234-245, 2003.
“ISO: Specification of the Asynchronous Transfer Mode Ring
(ATMR) Protocol,” ISO, Jan. 1993.
N. Mittal and V.K. Garg, “On Detecting Global Predicates in
Distributed Computations,” Proc. 21st IEEE Int’l Conf. Distributed
Computing Systems (ICDCS), pp. 3-10, Apr. 2001.
A. Sen and V.K. Garg, “Detecting Temporal Logic Predicates on
the Happened-Before Model,” Proc. 16th Int’l Parallel and
Distributed Processing Symp. (IPDPS), Apr. 2002.
D. Drusinsky, “The Temporal Rover and the ATG Rover,” Proc.
Seventh SPIN Int’l Workshop, pp. 323-330, 2000.

17

[34] M. Kim, S. Kannan, I. Lee, O. Sokolsky, and M. Viswanathan,
“Java-MaC: A Run-Time Assurance Tool for Java Programs,” Proc.
First Int’l Workshop Runtime Verification (RV), 2001.
[35] K. Bhargavan, C.A. Gunter, I. Lee, O. Sokolsky, M. Kim, D.
Obradovic, and M. Viswanathan, “Verisim: Formal Analysis of
Network Simulations,” IEEE Trans. Software Eng., vol. 28, no. 2,
pp. 129-145, Feb. 2002.
[36] K. Havelund and G. Rosu, “Monitoring Java Programs with Java
PathExplorer,” Proc. First Int’l Workshop Runtime Verification (RV),
2001.
[37] K. Havelund, “Using Runtime Analysis to Guide Model Checking
of Java Programs,” Proc. Seventh SPIN Int’l Workshop, pp. 245-264,
2000.
[38] O. Shacham, M. Sagiv, and A. Schuster, “Scaling Model Checking
of Dataraces Using Dynamic Information,” Proc. 10th ACM Symp.
Principles and Practice of Parallel Programming (PPOPP), pp. 107118, 2005.
[39] M. Weiser, “Programmers Use Slices When Debugging,” Comm.
ACM, vol. 25, no. 7, pp. 446-452, 1982.
[40] M.B. Dwyer and J. Hatcliff, “Slicing Software for Model
Construction,” Proc. ACM SIGPLAN Workshop Partial Evaluation
and Semantics-Based Program Manipulation, pp. 105-118, 1999.
[41] J. Corbett, M. Dwyer, J. Hatcliff, C. Pasareanu, Robby, S.
Laubachand, and H. Zheng, “Bandera: Extracting Finite-State
Models from Java Source Code,” Proc. 22nd Int’l Conf. Software
Eng. (ICSE), June 2000.
[42] L.I. Millett and T. Teitelbaum, “Issues in Slicing Promela and Its
Applications to Model Checking, Protocol Understanding, and
Simulation,” Int’l J. Software Tools for Technology Transfer, vol. 2,
no. 4, pp. 343-349, Apr. 2000.
[43] “Accelera Property Specification Language Reference Manual,”
2004.
[44] “Accelera System Verilog 3.1a Language Reference Manual,” 2004.
Alper Sen received the BSc and MSc degrees
in electrical and electronics engineering from the
Middle East Technical University, Ankara, Turkey, in 1995 and 1997, respectively, and the
PhD degree in electrical and computer engineering from the University of Texas at Austin in
2004. He is currently a researcher in the
Verification Tools Research and Development
Group at Freescale Semiconductor Inc., Austin.
His research interests include hardware and
software verification, concurrent and distributed systems, and formal
methods. He is a member of the IEEE.
Vijay K. Garg received the BTech degree in
computer science from the Indian Institute of
Technology, Kanpur, in 1984 and the MS and
PhD degrees in electrical engineering and
computer science from the University of California at Berkeley in 1985 and 1988, respectively.
He is currently a full professor in the Department
of Electrical and Computer Engineering and the
director of the Parallel and Distributed Systems
Laboratory at the University of Texas, Austin.
His research interests are in the areas of distributed systems and
discrete event systems. He is the author of the books Elements of
Distributed Computing (John Wiley & Sons, 2002), Principles of
Distributed Systems (Kluwer, 1996), and a coauthor of the book
Modeling and Control of Logical Discrete Event Systems (Kluwer,
1995). He is a fellow of the IEEE and a member of the IEEE Computer
Society.

. For more information on this or any other computing topic,
please visit our Digital Library at www.computer.org/publications/dlib.

